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Abstract. This paper addresses the issue of recovering a both saferecidep
approximation of the Control Flow Graph (CFG) of an unstuuetl program,

typically an executable file. The problem is tackled in argiodl way, with a

refinement-based static analysis working over finite setoooftant values. Re-
quirement propagation allows the analysis to automaicadljust the domain
precision only where it is needed, resulting in precise C&€very at moderate
cost. First experiments, including an industrial casestsidow that the method
outperforms standard analyses in terms of precision, efffayi or robustness.

1 Introduction

Motivation. Automatic analysis of programs from their executable filas many po-
tential applications in safety and security, for examplgoaatic analysis of mobile
code and malware, security testing or worst case executi@ngstimation. This paper
addresses the problem of (safe) CFG reconstruction, irestagcting a both safe and
precise approximation of the Control Flow Graph (CFG) of astructured program
(typically: an executable file). CFG reconstruction is anewstone of safe unstructured
program analysis: if the recovery is unsafe, subsequehtseswill be unsafe too; if it
is too rough, they will be blurred by too many unfeasible lotas and instructions.

Challenges.Such an approximation is difficult to obtain because of dyicgomps,
i.e. jump instructions whose target expression is resobtedin-time and may vary
from one execution to the other, leading to vicious circlesaeen value analysis and
CFG reconstruction. Unfortunately, dynamic jumps are uibays in native code pro-
grams: they may be introduced at compile-time either fociefficy 6wi t ch in C) or
by necessity (return statements, function pointers in @uai methods in C++, etc.).
Two reasons make CFG reconstruction even more challengirg, real-life unstruc-
tured programs (executable files) contain many junk infivos, i.e. unreachable but
well-defined instructions. Since junk instructions carmeasily recognised when en-
countered, a small loss of precision on jump targets wikoftesult in an unbearable
noise propagation in the analysis. Second, there is no meaky all valid targets of a
dynamic jump should follow a nice regular pattern. Indeeyythre just addresses in the
executable code, often arbitrarily assigned by a compilence any analysis based on
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popular domains (i.e. convex domains possibly enhancddasitgruence information)
will introduce many false targets. For example, considénainuctioncgot o( x) with

x € {1355, 1356, 2126}: such an analysis cannot recover better than[1355..2126],
reporting 99% of false targets.

Related approachesMany works have been developed since the 80’s for the CFG re-
construction ostructured programgcf. Control Flow Analysis [22]), focusing on con-
trol mechanisms such as high-order functions, dynamic agstlor pointer functions.
Moreover, many static analysers targeting programs writtdava or C commonly face
the CFG reconstruction issue. However, there are a fewfgignt differences with the
case of unstructured programs: the “jump” information isacly identified and sep-
arated from data information (syntactically or throughes) it cannot be arbitrarily
manipulated (syntactic restrictions or clean encapsanatind the set of all possible
jump targets is statically known and usually small. Thugawa or C a safe approxima-
tion of the CFG can often be recovered with an abstract prajiagbased on finite sets
of constants (k-sets) limited to a few relevant and easfjribvariables. Unfortunately
none of these restrictions hold on unstructured programs.

Only very few works address the CFG reconstructiorunétructured programs
(simply referred to as CFG reconstruction in the rest of theap). Rep®t al.[5, 7, 8]
develop dedicated heuristics based on strided interviise aelationships discovery
and local variable identification to avoid rough abstractid jump targets. Their re-
sults are implemented inGbESURFER/X86 [1]. The tool AksTAB [18] developed by
Kinder and Veith is based on k-set propagation [19]. Experita reported by the au-
thors show that while each approach performs much bettarahaent industrial tools,
like IDA PRO [24], both techniques still recover many false targets gemlly, strided
intervals cannot capture precisely sets of jump targets$ kasets are too sensitive to
their cardinality bound, potentially leading to either irapise or expensive analyses.

Our approach. We make the following observations. First, while k-setsamesidered
as a crude and/or costly domain in most static analysisgsttive think that it is the
only abstract domain well-suited for representing setsyobdhic targets, as long as the
cardinality bound is large enough. Second, CFG recongtruseems really well-suited
to lazy reasoning: on the one hand, target expressions reusatked very precisely
since a small precision loss there may have a dramatic ingratte whole analysis,
on the other hand, we claim that in most realistic settindg arfew facts need to be
tracked to solve dynamic jumps. The last point may be exgddid reduce the cost of
k-set propagation without affecting preciseness.

Contribution. The main results of this paper are twofold. First, we intrmela new
framework of Value Analysis with Precision RequirementaPR) and show how pre-
cise CFG reconstruction fits this framework. We then pro@oseriginal refinement-
based procedure to solve this problem. The procedure i ditwo main steps: a
forward k-set propagation with local cardinality boundsn@ing from0 up to a given
paramete max), and a refinement step controling these cardinality bordrilen by
backward requirement propagation. The procedure is sonddexminates, moreover
it is complete relative to standard k-set propagation omascdf non-trivial programs.
Second, this framework has been implemented in a prototygdiest experiments
demonstrate a very precise and efficient CFG reconstryatiith great robustness to



the initial parametefmax. The approach performs better than other straightforward
analyses, demonstrating that it is really the combinatidneal refinement and k-sets
which leads to precision and efficiency. The prototype hss léen successfully tested
against an industrial case study, proving the scalabifithe approach.

Outline. The rest of the paper is structured as follows. Section 2eprtssnotations

and background. Section 3 describes the Value Analysis Rrigitision Requirements
(VAPR) problem and the Propagate-and-Refine (PaR) proedduwsolve it. Section 4

studies the relative completeness of the approach. Segtimscribes a prototype im-
plementation and experiments. Finally, Section 6 disausslated work and Section 7
provides a conclusion and directions for future works.

2 Preliminaries

Unstructured programs. An unstructured prograr® is a tuple(L, V, A, T, ly) where:

L C N is the finite set of code addressé5js the finite set of program variabled,

is the finite set of arrays’ : L — I is a partial function mapping code addresses to
program instructions € I, andi is the initial code address. Arrays have a statically
known size. For the sake of simplicity, all variables andigsrrange over the set of
natural number8!, however all results of the paper are easy to adapt to ang Hask
type. The set of extended variables, i.e. either variables V' or array elements
alk] with a € A andk € N, is denoted by #. Program instructions are composed
of: assignments: =¢, static jumpsgot o [, branching instructionst e(cond,ly,l2),
dynamic jumpsgot o(v) and halting instructiost op, wherel € L, v € V#, cond
ande are predicates and expressions built d&¥el” and A.

The concrete domain aP is Dom = NIV7I. The operational semantics &f is
given in a standard way by a transition system whose configmsaare either pairs
(I,0) € L x Dom or an error configuratiotinde f. Considering a valuatiom € Dom,
the value ofv € V# in o is denoted byr(v). The successdil’, ') of (I, o) through
instruction(l, T'(1)) € L x I is defined straightforwardly for assignments, static jumps
and conditional branchings.Tf(l) is of the formcgot o(v) then(l’, o’) = (o (v), o). If
T'(1) is undefined the successotliside f, which has no successor itself. An instruction
at addres$ is well-defined ifT'(1) is defined. A valid instruction is a well-defined and
reachable instruction, a junk instruction is a well-defibetiunreachable instruction.

The k-set domains.We follow the basic concepts of abstract interpretation T9le
abstract domains considered in this paper are based o k-sefinite sets of constant
values (inN). The lattice (or domain) of all k-sets of cardinality at hbgextended with
T = N, and L denoted)) is denoted by SET (k). An abtract valuel € KSET (k)

is either a k-set with at mogt values orT. For example K. SET'(1) is the lattice of
constant propagation addSET(0) is {_L, T }. By conventionk S ET (co) will denote
the set of all k-sets (no cardinality bound) extended WithA pair (1,v) € L x V# is
called alocation A memory state is a map/ from locations to k-sets.

Running example.Here is a small example illustrating the “chicken-or-eggslie be-
tween value analysis and CFG reconstruction of unstrugfuregrams. Because of the



nod operation at line 1, possible values»ofat the beginning of line 2 argo, 1, 2},
then possible targets of the dynamic jump at line 3{@re 20, 30}. Let us also suppose
that code address 11 contains a junk instrucgioho 2. We consider a CFG recovery
performed with intervals and standard widening 1 : assi gn x := x mod 3 ;got 0 2
(denotedv). Starting from(1,z) = T, abstract 2:assi gn x:= 10(x+1) ;got 0 3
value (2, z) = [0..2] is propagated, yielding the 3:cgot o(x)
potential targetg10..30] at line 3. Values are 10:stop
propagated to valid instructions atline 10, 20 and11:goto 2/ junk */
30. TheUndef configuration is propagated for 20:stop
all other potential targets but 11. However, the 30 -StoP
abstract value at line 3 is also propagated to the Fig. 1. Running examplé&oo
junk instruction at line 11 (carrying = 11), and propagated back to line 2. Then
(2,z) becomed0..2]v[11] = T and target jumg3, 2) becomesT, leading to a very
imprecise CFG reconstruction.

Moreover, the best possible abstract value for the targeession using any convex
domainisz € [10..30], still yielding 18 false targets out of 21 recovered values.

3 The Propagate and Refine procedure

3.1 Value analysis with precision requirements (VAPR)

Given a progranP, an atomic precision requirementis a p@iw) € L x V#, denoted
by ¢(l,v). A memory stateM satisfiesp(l,v) if M(I,v) # T, denoted byM |
©(l,v). The definition is extended to any €kbf precision requirementd” |= C iff M
satisfies every(l,v) € C. Alocation(l, v) is faulty for (M, C) whenevetM (I,v) = T
andp(l,v) € C. Given a progran® and a set of precision requiremedtshe problem
of Value Analysis with Precision Requireme@MAPR) on (P, C) consists in computing
an over-approximation/ of the collecting semantics d? such that\M | C.

Precise CFG reconstruction can be achieved through VAPBIlasvs: an unstruc-
tured progran® is transformed into a VAPR problem by adding a requiremsitv)
for each instructioril, cgoto v) in P, ensuring at least that no jump target will evaluate
to T. It turns out that this simple kind of requirements combiméth k-sets leads to
precise results in practice (cf. Section 5).

3.2 Basic intuitions on the Propagate and Refine procedure

Arefinement-based procedure for VAPR is sketched heregadlel@tiescription is given
in Section 3.3. The procedure returns either an invariatiteprogram or a FAIL mes-
sage. It follows a “propagate-and-refine” scheme: a dom@&icigion is attached to each
location ; abstract values are forward-propagated aln®sgsaal; when a precision re-
quirement is violated, a backward refinement mechanisnstaleee from faulty loca-
tions to remove the violation by increasing the precisiosahe (hopefully relevant)
domains; if at least one domain is improved, the refinemerteseds and propagation
is restarted with the new domains and the initial memonestherwise the procedure
returns FAIL. The procedure is sound, in the sense that i@ chsuccess the invariant



respects the precision requirements, and terminatesdcfid® 3.3). The main ingredi-
ents of the procedure are the following:

1- Each locatior{l, v) is associated with & S ET domain, whose size (denoted by
D(l,v)) is bounded by a global paramet&rmax. Implicit casts are performed during
propagation between locations with different domains: gotation is first done with
maximal precision, then adjusted to the cardinality bouhthe destination (the cast
function returns identity if the k-set size matches the newru, T otherwise). Casts
allow to loosen precision on some (hopefully irrelevantgiions and gain efficiency.

2- During propagation] values are tagged with labels (nameélylabels) record-
ing their origins. Especially, the labelled valUg,,;; denotes initialT values, while
T(a,,....d,) indicates aT value coming from the abstraction of a k-4el, ..., d,} to
T (called aT-abstraction).T -abstractions are very important in the procedure: these
sources of precision loss could have been avoided with a ihobeaind large enough
if Kmaxr > q. ValuesT (4, .. 4, allow the analysis to pinpoint such-abstraction
and indicate the minimal domain bound required. FinallydenotesT values coming
from propagation ofl ;i OF T g, a,)-

3- Refinement starts from faulty locations and follows baatdhdata-dependencies
to find all ancestorg/, v) evaluating to Somé 4, ... 4,y With ¢ < Kmax. In that case,
D(l,v) is increased t@ (we say that it icorrected. The propagation chain stops on
Tinit @NT (g, 4,y With ¢ > Kmax since they cannot be corrected. Refinement fails
when no domain has been increased.

4- A journal logs which target jumps, conditional branched array indexes have
been used for each instruction during value propagatiois iffiormation allows to
prune requirement propagation, playing a major role in esfiant accuracy.

Refinement. The refinement step is the crucial point of the procedureodf many
location domains are refined the procedure will be ineffigiénnot enough loca-
tion domains are refined the procedure will often fail whiienglard propagation over
KSET(Kmax)would have succeeded. In a sense, we would like to discovrgdhe
propagation trace where the relevant loss of precisionrgdinst, correct the domain
precision accordingly, and restart the propagation freemploint. However, this tempo-
ral reasoning is not practical since it would imply to log bugaces of (large) memory
states. Instead, the standard propagation mechanismiéhedmith a little additional
information (T -labels, journal) so that the costly temporal reasoningraoess is re-
placed by a lighter spatial reasoning on the current memtaitg ¢cf. Figure 2). This
reduction is not perfect and some information is lost in tkeagal case, however it
appears to be very precise and efficient in practice (cf.i@e&), and the reduction is
perfect for certain classes of unstructured programs &dtiGn 4).

Figure 2 exemplifies the refinement mechanism in a simple & code address
L, to L5 is annotated with the domain bound and abstract value ofleeant variable
for the next instruction. Domain bounds are written Dx, Da &b. At step 1 of the
propagation, valué ; » is propagated t¢Ls, =) by incoming transitions front; and
L, because Dx 2. This T-abstraction leads td_s, b) evaluating toT at step 3. Let us
assume that this is a requirement violation. Then a tempesabning would amount to
go back along the execution trace to find the source of pmetiess, at locatio(iLs, x)
in step 1. Thanks to additional information, a simple baadkiygropagation on data-



dependencies on the local memory state (step 3) allows exiétat the requirement
violation comes fron{L3, =), whose domain bound should be at least 2.

| COMPUTATION PAST | ! | CURRENT STATE |
1
px=1] ox=1] ] | Dx=1] px=1]
Dx=1 Dx=1
L1 L2 I
x:=1 xX:i1=2
L3 Dx=0 DA source o
T<1.2 prec. loss
source o a:= x+1 <1,23
rec. loss :
pa=o | b 7N [Da=0 feeeeee :
L
T SO .
b:=a
Db=0| -
L5 I3 Req.
violation
STEP 1 —_—_— STEP 2 —_—_— STEP 3
—_— temporal reasoning .........)» spatial reasoning

Fig. 2. Temporal reasoning (along the execution trace) vs spébicdl] reasoning

Running example.The prograntoo of Figure 1 is turned into a VAPR problem by
adding a single precision requiremeht= {¢(3,z)}. Let M be the memory state
built during the analysis, anf) the function which maps each location to its domain
cardinality bound. At the beginning of the proceduvé(1, ) = T;,;: and all other lo-
cations evaluate td . Moreover, all domain bounds are sebtdA first propagation step
takes place, ending with the following memory stafe .= {(1,x) — Tinit, (2,2) —
Tr01,2},(3,2) = T, } (L values are omitted), and a requirement violation is de-
tected for(3, z). The refinement step takes place fr@dnz). Since(3,z) cannot be
corrected (it is only a simplé& ), the requirement is propagated to its unique predeces-
sor (2, z). The abstract value i$ ¢ 1,2y andD(2,x) = 0. If Kmaxz < 3 then(2, )
cannot be corrected and the procedure fails since no lachte been corrected. Note
that it is indeed impossible to satisfy the requirement wWitmax strictly less than 3.
Otherwise Kmax > 3) D(2,x) is set to 3 and the propagation is restarted, leading to
M = {(1,2) = Tinit, (2,7) = {0,1,2},(3,2) — T10,20,30} }» and a requirement
violation is again detected f@B, x). The refinement step goes on ai3dz) is directly
corrected,D(3, z) is set to 3 and the propagation is restarted. The memory ckate
tained isM = {(1,z) — Tinit, (2,z) — {0,1,2},(3,z) — {10,20, 30}, (10, z)

T (20,2) — T, (30,2) — T.}. No violation is reported, the procedure succeeds.

3.3 The PaR procedure for VAPR

The Propagate and Refine procedure (PaR) for VAPR is deslopiteeisely hereafter.
Procedure 1 is the top-level procedure, based on the pripagaep (Procedure 2)
and the refinement step (Procedure 3), built itself on requént propagation (Proce-
dure 4). In the following procedure®, is an unstructured program (ty@d, C is a set



of requirements (typ®), S C L x V# is a set of locations (typ§), D : L x V# — N

is a domain map (typ®), M : (I,v) € L x V# +— KSET(D(l,v)) is a memory
state (typeM), ande is a program expression (typg. Expressions are built on integer
values, variables, array-reads and unary / binary opexafbe notatiori Typeindicates
that a procedure returns either a value of t¥gpeor a special valué'AI L.

Propagation(see Procedure 2). The forward (flow-sensitive) value pgapian (PROP-
AGATE*) differs from a standard one on a few points: (1) fgutications are system-
atically discarded and recorded (in out@)t (2) implicit casts are performed during
propagation between locations with different domains,{dpbels are propagated as
explained hereafter, (4) value propagation also updatemtirnal.

Journal. The journal is updated in procedure PROPAGATE* (Procedysnd read in
requirement propagation (Procedure 4) to prune valid belevant data-dependencies.
For the sake of clarity, the journal is split into two diffatenapsH; : L x [ x £ —
KSET(c0) (typeH:)andH, : LxIxB — B (typeHs), whereB is the set of boolean
values. An instruction ifired when it is used in value propagation. The valigl, i, ¢)
stores the maximal k-set at which expressiohas been evaluated when instruction
(1,7) was fired. This is used to record relevant jump targets aralyandexes. The
value Hy(l,,b) stores whether or not the conditional instructidn) has been fired
with condition evaluating té.

T-labels. The setF' of T-labels has four kind of elements;,;; for initial T values,
fidy.do....) fortheT-abstraction ofdy, ds, . . .}, f. for otherT-values, and, to denote
the absence of -value. Hence each location is associated to a pdif 7' (c0) x F.
F'is equipped with the following ordey:, is the minimal element, all other elements
are incomparable. Propagation rules fotabels are the followingf;,;; and f ., are
kept in place (never overwritten), and they are propagated.&trictly speakingF is
not a lattice. However, sincé-labels are not considered for concretization, k-set prop-
agation or inclusion testing, they can be seen as an addiiioiormation not affecting
the main k-set propagation. From a theoretical point of ytbere are now several min-
imal fixpoints of the program only diverging on théirlabels. In the followingf, is
always omitted, and for othet. € F, (T, fx) is written T .

Theorem 1. Procedure PaR(B) terminates and is sound, i.e. it returns either FAIL or
a safe approximatiod/ of the collecting semantics &f such that\/ |= C.

Proof. The proof for soundness is straightforward since all rexqu&nts are checked

to hold before procedure PaR returns an invariant of therprogFor termination, note
first that procedures PROPAGATENd REFINE terminate: for PROPAGATHattices
based on cartesian products of k-sets satisfy the Ascer@liagn Condition, and -
label propagation terminates becausg@, cannot be overwritten ; for REFINE, each
(I,v) € L x V*# is processed at most once in the procedure. Moreover, Pagacan
through label est art only when a domain refinement occurs, which can happen at

most|L| x |[V#| x Kmaax times, ensuring termination. O

The procedure runs in polynomial-time: there are at méstx |[V#| x Kmax
domain refinements, hence there are at mbisk |V #| x Kmax steps of propagation-
refinement, and both propagation and refinement are polyaidimnie procedures.



PaR: (P:P)x (C:R)— 1M
parameter: a maximal bound for k-séfsnax
input: a programP = (L, V, A, T, lo) and a set of precision requiremegts
output: an invarianf/ of P covering(lo, T'V1™) such that\/ = ¢, or FAIL

D :=map(l,v)— 0) [*D:LxV— Nmaps(l,v) toasize of k-set */
| abel restart
M :=map(l,v) — if Il =1lo then Tini else L)

I* M : memory mapM (I, v) is a k-set whose size is boundedKy ET' (D(l,v)) */
(H1,H2) := empty-journal/* H; always evaluates ta , H, always evaluates t@alse */
S:=0 [*setof faulty locations */

(M, Hy, Ha, S) := PROPAGATE (P, C, M, D)
if S# 0 then
caseREFINE(P, D, M, Hi, H2, S) of
| FAIL : return FAIL
| RES(QD’): D:=D’;gotorestart /*domain is refined */

end case
end if
return M

Procedure 1:PaR, global scheme

PROPAGATE* : (P:P) X (C:R)x (M : M) x (D:D)— M xHi x H2 xS
input: a programP = (L, V, A, T, o), a domain mag@, a memory staté/,
a set of precision requiremerds
output: updated version dff, a journal(H1, H2) and the set of faulty locations f¢Z, C)

S:=0; (Hi, H2) := empty-journal
While M not a fixpoint of P do
forall (1,7(l)) € L x I of P do
if for all p(l,v) € C, M(l,v) &= p(l,v) then
M' :=eval((l,4), M, D) /* D is needed for cast between domains */
(H1, H2) := update-journal((,7), M, D, H1, H2)
M=MuUM
end if
end forall
end while
S:={(l,v) € L x V*|M(l,v) } C}
return (M, H1, Hs, S)
journal updates : H; and H, are updated according to the following events
— when instructior(l, i) = (I, cgoto v) is fired, thenH: (1, ¢, v) := M(l,v)
— when(l,i) = (I,ite(p,l1,12)) is fired forp evaluating td, thenHs (1, i, b) := true
— when(l,i) = (I, ale] := ...) is fired, thenH1 (I, 7, ¢e) :== M(l,e)
— when(l,i) = (I, ... := f(ale],v1, ..., vn)) is fired, thenH: (I, i,e) := M(l, e)

Procedure 2:Value propagation




REFINE : (P :P) x (D : D) x (M : M) x (Hy : H1) x (Hz : H2) x (S : 8) = ?D
parameter: a maximal bound for k-sétsnax
input: a programP = (L, V, A, T, ly), a domain mag@, a memory staté/,
ajournal(H,, H2), a set of location§ = {(l;, v;) } such thatM ({;,v;) = T
output: return updated version 6f, or FAIL

success := false

SET :=propagate-req (P, S, M, H1, Hz)

Forall (I,v) € SET such tha (I,v) = T4, ,....aq) do  [*clearly D(l,v) < q¢*/
if ¢ < Kmax then D(l,v) := g, success := truend if

end for

if successeturn RES(D) else return FAIL end if

Procedure 3:Refinement

propagate-req : (P : P) x (S:8) x (M : M) x (H1 : H1) x (Hz2 : H2) — S
input: a programP, a memory stat@/, a journal(H, H2), a set of faulty location$
output: set of locations influencing the value of locatian§'j with pruning based o1, Hz)

return Ifp of prop-reg-instr starting from locations it$ and using al(l,i) € L x I of P

prop-reg-instr : ((lo,7) : LxI)x ((1,v) : LxV#)x (M : M)x (Hy : H1)x (H2 : H2) — S
* backward propagation from faulty locatiofi, v) for instruction(lo, ¢) */
it M(1,v) = Tinie or M(I,v) = T, thenreturnf)
else if M (1,v) # T. thenreturn(
else caséy,i of /* we sketch only the most representative cases */
| lo, cgoto(z): if | € Hy(lo, 1, z) return{(lo, v)} elsereturn(
| lo,ite(p,l1,l2) with i = Iy :if Ha(lo, i, true) = true thenreturn{(lo,v)} elsereturnf
| lo, ite(p,l1,l2) withl = I3 1 if Ha(lo, 1, false) = true thenreturn{(lo,v)} elsereturnf
| lo,ale] := e,l andv = a[k] :
if {k} = H1(lo,i,€’) thenreturn{lo} x prop-req-expr(e, H1, 1, 1)
else ifk ¢ Hi(lo,1,e") thenreturn(lo, v)
elsereturn {lo} xprop-reg-expr(e, H1,1,7)) |J {(lo,v) }
end if
end case
end if

prop-reg-expr: (e: E) x (Hy : H1) X (1: L) x (i:I) — ov*
casee of /* we sketch only the most representative cases */
|k eN:returnd |ve V:return{v} |alk], k € N:return{alk]}
| op(e1, e2) : returnprop-reg-expr(e1, H1, 1, i) U prop-req-expr(ez, H1,1, )
| ale] 1 if Hi(l,%,e) = T thenreturnprop-reg-expr(e, Hi,1, %)
elsereturn{alk]|k € Hi(l,%,e)}
end if
end case

Procedure 4:Requirement propagation




4 Relative completeness

Let (P,C) be a VAPR problem. We denote WySET (k)-PROP the standard forward
value propagation built ovelK SET (k), and byl fpiset(x)), (P) the best abstraction of
the collecting semantics d? using K SET (k). PaR is relatively complete if PaR(C)
with parameterK'max returns successfully wheK SET (Kmax)-PROPP) = C.
Relative completeness indicates how precise the refineiment

No relative completeness in the general caskere is a small example demonstrating
that PaR is not relatively complete. Let us considerfbe2 program in Figure 3 with
precision requiremer@ = {¢(5,t)} and Kmaxz = 1. ProcedureK SET(1)-PROP
returnsM with M (ls,¢) = {100}, thus the result satisfi€s However, PaR fails on that
program. The first value propagation com-

1. x:=1, goto 2
putes a memory state such th@tl,z) — 5 ity —1%hen goto 3 else goto 4
Tinit; (2,2) = Tay;(5,t) = Tiooy} OF 3. 1:=100, goto 5
{(Le) = Tis (22) = Tayi(5H) = 4 2200 goto5
T (200}, depending on the order of propagation cgoto't

steps in PROPAGATE*C is violated, and a re-
finement is launchedD(5,¢) is increased to 1,
and the forward propagation goes on. Note that
D(2,x) still equals 0. The result satisfied (5,¢) = T 100,200y, @gain violatingC.
However, this timeD (5, ¢) cannot be corrected{max is too low), and the backward
refinement propagation stops (only constant assignmefs#y. The refinement pro-
cedure fails, causing PaR to fail.

Relative completeness on SVAPRWe consider relation® C 2P°™ x 2P°™ gver
sets of valuations, variables of the relation being partgid into input variablege;)’s
and output variablege})’s. ArelationR(z1, . .., zp, 21, . .., 2}) issimpleif forall ; €
[1..n], there existg/; C [1..n] such that (a) the value of depends only ofz,|j € J;},
and (b)card(z;) = +ooiff \/,c; card(z;) = +oc. A function from2Dom tg 9Dom
is simple if its associated relation is simple. The classimipte functions comprises
operations such as, —, abs, xk. The x operation is not simple, sind&x {0} = {0}.
The class of SVAPRs comprises all VAPRB C) such that there are no conditional
branching (only non-deterministic choice), all functiongxpressions are simple, and
C comprises a requiremegt/, v) for each instructiorl, cgoto v) and each array ex-
pressioru[v] at code addreds Jumps and array expressions are said tgusded

Fig. 3. TheFoo2 program.

Theorem 2 (Relative completenesspaR is relatively complete on SVAPR.

The proof is sketched hereafter. In the following, a valug, ... 4,) is said to be
rectifiable if¢ < K'max, the symbolT is used to denote any specialvalue regardless
its T-label and a proper k-set denotes a k-set different filonThe general scheme
of the proof is to consider an arbitrary executipof PaR leading to a failure (let us
imagine thatp(l,,, v,) € C is violated), and build from it a sequence of propagations in
KSET(Kmax) demonstrating thaltf pxset (kmax)) (P)(ln, vn) = T. It then follows
that any safe analysis @f based o .S ET (K max) cannot satisfy.

Letr = ¢;...t, be the part op representing the last call to PROPAGATE?*. Let
us denote byMy, ..., M, the sequence of successive memory states obtained from



M (initial state) followingr. We suppose that/,, (I,,, v,) = T while o(l,,,v,) € C.
By definition of 7, there is no requirement violation whep is applied toM}, and
no predecessor of,,,v,) (by requirement propagation) can be corrected since re-
finement fails. Let us denote yM//)’s the memory states obtained frobdy = M
by a KSET(Kmax) propagation followingr. The proof consists in showing that
M/ (1,,v,) = T. We first suppose that there are no array expressions nomndgna
jumps alongr. The main steps of the proof are the following.

(L1) We can always finds, I, vs) such that\/, (i, vs) is a non-rectifiable source of
the requirement violation, i.e(l,, vs) is a predecessor ¢f,,, v,,), andM;(ls, vs) either
evaluatesta g, .. q,) With ¢ > K'max and the direct predecessorg(f, v,) in M,y
being proper k-sets, or evaluatesTg,;;. In the first case, the inequality> Kmax is
deduced from the failure of the refinement.

(L2) Proper k-sets computed in PaR alongre conserved ik SET (Kmazx),
i.e. if M;(l;,v;) is a proper k-set thefd/ (I;, v;) = M;(l;,v;). This result comes from
a specific property of k-sets: the same computation& =7 (k1) and K. SET (k2)
with k1 < ko either output the same results, or a pair madé aind a proper k-set.

(L3) It can be shown that #//(ls, vs) = T thenM/, (1, v,) = T.Indeed, the same
data dependencies hold in th&/;)'s and in the(M})’s, and simple functions ensure
that T’s are systematically propagated in every instruction fioput to output.

(L4) Finally, it is easy to prove that/.(l,,vs) = T because eithe¥/, (I, v;) is an
initial T value independent of the domain precision, or the predeces$ M (I, vs)
are the same proper k-sets than fdg (I, vs) (by L1 and L2), henceV(ls,vs) =
caStgmaz({d1, ..., dq}) With ¢ > Kmax, which evaluates ta". The conclusion fol-
lows as explained previously.

In the general case, both the journal and guards are negdsdaandle array ex-
pressions and dynamic jumps. The main problem is BASET (K max) propagation
could compute more precise k-sets on array expressionsp fargets, involving less
value propagation and breaking lemmas L2 and L3. Guardsrenisat intermediate
array expressions and jumps evaluate to proper k-sets ifi\ihgs. Result L2 can still
be proved, and intermediate array expressions and jumsdvan the same values in
(M;)'s and(M])’s. L3 is also satisfied thanks to both lemma L2 and the re®nof
backward propagation (through the journal) to effectivaigerved jump targets / array
indexes. The rest of the proof remains the same.

5 Experiments

Implementation. Procedure PaR has been implemented into a prototype penigprm
CFG reconstruction from 32-bit PowerPC (PPC) executalds fiIELF format). The
prototype is about 29 kloc of C++. The forward propagatioiofes a standard flow-
sensitive scheme, enhanced with standard efficient daiatstes [21] to represent
memory states. Procedures are inlined, calls and retuing mentified syntactically.
Array writes and dynamic jumps are guarded, while array sead not. CFG recon-
struction and instruction decoding are interleaved, he.dnalysis can discover new
instructions on-the-fly. This feature requires only sligtadifications of the procedure
and theoretical framework presented so far (cf. [19]) withimcidence on the main
results. The tool can handle low-level features such aslictidbn overlapping and call



stack overwriting, but self-modifying code is not addrek$éote that dealing with other
instruction sets such as x86 is only a matter of front-end.

Goal. We are interested in evaluating the four following proprtf PaR: (P1) abso-
lute performance, both in terms of (a) precision and (b) iefficy, (P2) relative perfor-
mance compared to standard approaches based on k-setsroalisit (P3) locality of

the refinement, (P4) scalability, and (P5) robustneds toax.

Test benchesTwo test benches T1 and T2 are considered (cf. Table 1). Thés af
12 small hand-written C programs compiled witbc. They are intended to represent
common situations where dynamic jumps arise from C codeshti t ch and function
pointers. T2 is a single industrial case study K cr af t ) taken from a safety-critical
embedded software for aeronautics (developed by the SAG#&pany). The func-
tionalities of the program are not relevant for CFG recariton, details can be found
in [2]. The source code size is about 21 kloc of C, compilechWitndRi ver . The
executable counts 32405 instructions and 51 dynamic julpdynamic jumps have
between 8 and 16 valid jump targets, for a total of 461 validguarget$. The program
does not use dynamic memory allocation.

Protocol and results.To evaluate P1, we report: (a) the number of dynamic jumps for
which precision requirements are met and the number of sxedvinvalid targetscp

if a target evaluates td); (b) the computation time. To evaluate P2, PaR is compared
to other straightforward flow-sensitive propagation prhges (with inlining): value
analysis based on k-sets for differdntand global and undirected refinement of k-set
propagation (start with k=1, when a target expression ewaitoT, increase k by 5 -

up to K'max - and restart the computation). Precision and efficiencganepared with

the metrics of P1. We also perform a “mind experiment” (on filypto compare the
precision of PaR to the best possible precision of any codeemain-based analysis
and strided interval-based analysis. To do so, results Bf&a compared to the best
abstractions of each set of targets of each dynamic jump.gbssractions are deduced
through manual inspection. For P3, the minimal, maximal aretage k-set sizes used
by PaR are reported. T2 is used to evaluate P4. Finally, fpr&&edure PaR is launched
with different K'max and we observe metrics of P1. Experiments were performed on a
PC Intel 2Ghz equipped with 2 GBytes of RAM. Results are regubin Tables 2 to 4.

Comments.Results from Table 2 and Table 4 show that PaR is both reakoetiib
cient and very precise. Indeetl target expression evaluatestoand very few false
targets are recovered: 9 false targets for 123 valid tamge(§1, 42 false targets for
461 valid targets on T2. Results from Table 3 and Table 4 shioatPaR exhibits very
good locality : on each example, the maximal k-set emplogegry close to the op-
timal one (max #T), and the average cardinality of k-seteiyVow (< 1.2). Hence,
precise computation is performed only on a small portiorhef program. Moreover,
as expected, the computation time is independent fflomax (Table 2 and Table 4)
as long ask'max is large enough. These results also hold on T2, demongjrtiien
scalability of the approach. According to Table 2 and TahleaR performs better than
the other approaches considered here in at least pregdiormance or robustness.

! This information was retrieved fromi ndRi ver output for validation only, the prototype
does not make any advantage of it.
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progranilines of J #l
test0 29 66
testl 56 207
test2 60 192
test3 114 504
test4 143 351

T1| tests 164 654
test6 170 496
test7 199 619
test8 234 795
test9 258 909

testlO| 280 945

testll| 290 |1006

T2| aircraft| 21562 (32404

max#T| #SDJ #FT [Time

1-set propagation | 0/21| co/123| 2
5-set propagation | 6/21| co/123 | 7
10-set propagation |[13/21] co/123 | 8
15-set propagation |21/21] 9/123 | 12
50-set propagation |21/21] 9/123 | 35
k-setiter Kmax = 50)[21/21] 9/123 | 29
PaR Kmaxz = 15) [21/21] 9/123 | 11
PaR Kmaxz = 50) [21/21] 9/123 | 11
PaR (K max = 100) |21/21] 9/123 | 11
perfect Convex 21/21{5337/123 NA
perfect Strided Interval| 21/21| 498/123 NA
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#l: native code instructions

#DJ: dynamic jumps # SDJ: DJ with target# T w.r.t. total #DJ
#T: feasible targets # FT: recovered false targets w.r.t. total #T
max#T: max. #T for a jump

Table 1.Test benches T1 and T2 Table 2. T1: Summarised results

progranjmax #T|min-k|max-klavg-K #SDJ #FT |max-Kavg-K Time
test0 | 2 0 | 3 |1.08 (mn)
testl | 6 0 6 117 1-set propagation | 0/51|oo/461] NA | NA | 1
test2 | 2 0 3 |118 5-set propagation | 0/51 |co/461] NA | NA | 7
test3 | 8 0 | 11 [116 10-set propagation |33/51co/461] NA | NA | 24
testd | 2 0 3 |112 15-set propagation |45/51c0/461] NA | NA | 26
tests | 9 0 | 11 J117 20-set propagation |51/51] 6/461| NA | NA | 44
test6 | 6 0 6 |111 30-set propagation |51/51] 6/461| NA | NA | 44
test7 | 6 0 6 |1.10 50-set propagation |51/51] 6/461| NA | NA | 44
test8 | 8 0 | 12 |112 k-setiter (X max = 50)|51/51] 6/461| NA | NA | 103
test9 | 8 0 | 11 ]1.08 PaR (K maz — 20) |51/5142/461 16 |1.18| 18
testlO| 9 0 | 13 112 PaR (Kmaxz = 30) |51/5142/461 16 | 1.18| 18
testll| 9 0 | 12 J1.08 PaR (K maxz = 50) |51/5142/461 16 | 1.18| 18
Table 3.T1: locality of PaR(K maz = 50) Table 4.Results on T2

The k-set propagation is very sensitivefonax, too coarse or/and too expensive when
the bound is not well tuned. However, precision is very gotemthe bound is large
enough. On T2, the recovery is slightly better than the ohéeéaed by PaR, illustrating
that the refinement process is not perfect. The naive k-fieereent method is also
slightly more precise than PaR, but much more expensivallffjron these examples,
PaR outperforms largely in terms of precision any valueysisbased on convex do-
mains (at least 5337 false targets) or strided intervaleést 498 false targets).

These experiments show that PaR is a very precise and roppiieech to CFG
reconstruction with very moderate cost. PaR outperforarsdstrd approaches in terms
of preciseness (convex-based domains, k-set with smatid)pgost (k-set with large
bound or global refinement) or robustness (k-set with masetsihg).

6 Related Work

The recent work of Thakuet al. [23] describes a refinement-based safety analysis on
unstructured programs. A refined CFG reconstruction isoperéd, but the preciseness
of the recovery is driven by the needs of the safety propergheck, while the present
work targets a precise recovery prior to any other analys$igiceably, the technique
can cope with self-modifying code. CFA analysis and CFG mstraiction for structured
programs have already been discussed in the introduction.



CFG reconstruction for unstructured programs. Industrial tools like IDA RO [24]

or AIT [12] usually rely on linear sweep decoding (brute forceattseg of all code
addresses) or recursive traversal (recursive decodirigaudynamic jump is encoun-
tered), enhanced with limited constant propagation, patteatching techniques based
on the knowledge of the compiling chain process and usertations. These tech-
nigues are unsafe on general programs, missing many legatseand branches (see
experiments with IDA Ro in [4,18]). The only safe techniques we are aware of are
those by Repet al. [5, 7, 8] and Kinder and Veith [18,19], already presentedhia t
introduction. None of these approaches rely on refinemeote khat the line of work
presented in [5, 7, 8] addresses more issues than CFG readitt, like variable re-
covery and type reconstruction. Finally, some recent tatdsable to generate test data
from executable files [3, 4, 14], but they do not propose afgy &G reconstruction.

Refinement-based software analysi§ince a decade, many refinement-based software
verification techniques have been developed, either it stagalysis [11, 13, 16,17, 20]

or in software model checking [6, 15]. In client-driven argi [13], precision require-
ments are given by an external client and refinement is diddoy data-dependencies.
However, the precision of the analysis depends on the qoesylve, precision is in-
creased through adjusting the degree of flow/context-Besmsess, and backward data-
dependencies are not pruned by a journal mechanism. O#dretast refinements [11,
16,17, 20] include various kinds of “CFG refinements” (nogktting, trace partition-
ing) and enriching common domains with non-mergeable lzoolalues. These tech-
nigues are orthogonal to the domain refinement proposed here

CEGAR [6, 10, 15] offers a systematic way of refining predicadmains through
error trace analysis. However, it requires a very preciskexpensive symbolic execu-
tion on abstract traces, as well as a clear and effectivemati (concrete) error trace,
which is lacking for CFG recovery because of junk instruasio

7 Conclusion

This paper introduces the problem of Value Analysis withciien Requirements
(VAPR) and show how CFG reconstruction can be performedmitAPR. We then de-
scribe a refinement-based static analysis for VAPR, wor&irgg finite sets of constant
values. Requirement propagation allows to automaticaljyst the domain precision
only where it is needed, resulting in a very precise CFG regoat moderate cost. The
procedure is sound, terminates and is relatively completa olass of nontrivial pro-
grams. First experiments, including an industrial casdystshow that the method does
scale to realistic problems and outperforms standard aesiy terms of precision, effi-
ciency or robustness. Future works comprise improvingguardnce, conducting wider
experiments and exploring other applications of the VARRfework.

Acknowledgements.We are very grateful to Jerome Lerouitic Goubault and the
anonymous referees for their insightful comments, and tiipple Baufreton and SAGEM
for the case-study.
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A Details about the procedure PaR



PROPAGATE" : (P:P) x (C: R) x (M : M) x (D : D)+ M x H1 x Ha x S

A mostly standard forward (abstract) Ifp computation pchee. The main difference are:
Tay,...,dq) @NdTin propagated as simple., but kept in place (not overwritten by..)
when{ds, ..., d,} is abstracted td, it takes valueT (4, . 4,

Operations are performed with maximal precision, thest wathe target precision
Faulty locations are systematically discarded (no pgapan anymore) and recorded$h
The journal H1, H2) is updated during propagation (see below)

arwNE

General scheme of the procedure:
S:=0; (Hi, H2) := empty-journal
While M not a fixpoint of P do
forall instruction(l, (1)) € L x I of P do
if for all p(l,v) € C, M(l,v) &= p(l,v) then
M' :=eval((l,4), M, D) * D is needed for cast between domains */
(H1, H2) := update-journal((l,7), M, D, H1, H2)
M=MuUM
end if
end forall

end while

S:={(l,v) € L x V*|M(l,v) } C}

return (M, H1, Hs, S)
journal updates : H; and H, are updated according to the following events:

— when instructior(l, i) = (I, cgoto v) is fired, thenH: (1, ¢, v) := M(l,v)
when(l,1) = (I, ite(p,l1,12)) is fired forp evaluating ta, thenHz(l, 7, b) := true
when(l,7) = (I, ale] := ...) is fired, thenH (1,4, e) := M(l,e)

— when(l,i) = (I, ... := f(ale],v1, ..., vn)) is fired, thenH: (I, i, e) := M(l, e)

cast: (d: KSET(c0)) x (K : N) — KSET(K)
if |3| < K thenreturnd elsereturnT end if

Propagation rules for T-labels we consider the merge of twd-labels f1, f2, f2 being the
current value. Typicallyf, := fi1 Ur f2. fx denotes anyT -label value. Note thatlx is not
commutative.

f# UF finit — finit  I* finie CANNOt be overwritten */

f# UFP fla,,...ap) = fidy,...apy ¥ fi..y cannot be overwritten */

fre, 13 UF fo = fu

fxUr f1— fs

frUr fi— f1

finit UF fre 1y = f«  I* fini NOt propagated */

flay,....dg) UF fs, 1y = fo  [* f_y notpropagated */

Procedure 5:Detailed forward value propagation



prop-req-expr : (e : £) x (Hy:Ha) x (I1: L) x (i : I) — 2Y7
casee of
| k € N:return()
|v eV return{v}
| a[k], k € N :return{a[k]}
| op(e) : returnprop-req-expr(e, Hi, 1, )
| op(ex, e2) : returnprop-req-expr(e1, Hi,1, i) U prop-req-expr(ez, H1,1, %)
| ale] : if Hi(l,4,e) = T thenreturnprop-reg-expr(e, H1,1, 1)
elsereturn{alk]|k € Hi(l,i,e)}
end if
end case
prop-reg-instr : ((lo,4) : LxI)x ((1,v) : LxV#)x (M : M) x (Hy : H1)x (H2 : H2) — S
/* backward propagation from faulty locatiofi, v) for instruction(lo, ¢) */
it M(1,v) = Tinie or M(I,v) = T, thenreturnf)
else if M (1,v) # T. thenreturn(
else caséy, ¢ of
| lo, goto 1y @ if I =11 thenreturn{(lo,v)} elsereturnf
| lo, cgoto(z):if I € Hy(lo, i, ) return{(lo,v)} elsereturnf)
| lo,ite(p,l1,l2) 1 if I =11 andHa(lo, i, true) = true thenreturn{(lo,v)}
else ifl = l; andHz(lo, %, false) = true thenreturn{(lo,v)}
elsereturnf
end if
[ lo,v" :=e,l1 andly # [ : return()
[lo,v :==e,l:
if v =1’ then
return{lo } x prop-req-expr(e, Hi, 1, i)
else ifv = a[k] andv’ = ale’] and{k} = Hi(lo,i,¢e’) then
return{lo } x prop-reg-expr(e, H1,, 1)
else ifv = a[k] andv’ = ale’] andk € Hi(lo,i,€’) then
return {lo } x prop-reg-expr(e, H1,1,4)) U {(lo,v)}
elsereturn(lo, v)
end if
end case
end if

Procedure 6:Detailed backward requirement propagation



B Comparison of PaR and standard approaches

A summary of pros and cons of each approach for CFG recotistnuis depicted in
Table 5. We consider precision of the recovery, computdiime and robustness to
initial parameters (essentially mazx). It can be seen that PaR is superior to any of the
other (standard) static analyses considered in Sectiontégval propagation and k-set
propagation with smalK'max are too imprecise, k-set propagation with lafgerax

and k-set propagation with refinement are very expensiveqlightly more precise).

Moreover, k-set propagations without refinement are toolmsensitive to théd{max
parameter.

procedure |precisionefficiencyrobustness
PaR ++ + ++
intervals -- ++ +4()
k-sets, lowK'mazx - ++ -
k-sets, highkKmazx| +++ - -
k-set iter, +++ - ++
global refinement

(*) there is no parameter similar ®max

Table 5. Comparison between PaR and standard value analyses foré&e@struction



